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. Neuroscience of vision

Human vision system

« Simple cells — complex cells — hyper-complex cells
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a Linear filter or convolution
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Different linear filters for different tasks

] convolved “images”
filter 9

] ] Edge detection
input image

Sharpen

2 4 2 - Gaussian Blur

... Combination of convolution! ]




. CNN is a neural network containing a convolutional layer
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a Convolutional Neural Network (CNN)

» Employ a mathematical operation called convolution
« convolution: a special kind of linear operation
« in ML, cross-correlation is often used instead
» Simply neural networks that use convolution in their layers in place of
general matrix multiplication
» Tremendously successful in practical applications
» Especially for data with a known, grid-like topology
 time series: 1D grid of samples taken at regular time intervals
« image: 2D grid of pixels
« 3D object: 3D grid of voxels




a Convolution operators

Normal convolution Padding convolution Dilated convolution Stride convolution
Kernel size: 3x3 Kernel size: 3x3 Kernel size: 3x3 Kernel size: 3x3
Stride: 1 Stride: 1 Stride: 1 Stride: 2

Padding: O Padding: 1 Padding: O Padding: 0

Dilation: 1 Dilation: 1 Dilation: 2 Dilation: 1




Convolution on an image
® [nput image is convolved with a set of filters, giving feature maps

Convolution
Input (64, 64) Output (62, 62)

B-E-m

w -0.26 = -0.22 = 0.01

@ Hover over the matrices fo change kernel position.

Try it yourself: https://poloclub.github.io/cnn-explainer/
® Filter (aka kernel or convolution matrix)
> Filter weights: trained (by backprop) or pre-determined
» Weight sharing & local connectivity
> Different filters extract different features




. Convolution: weight sharing

feature maps (6)

*H* (W-k+1 )*
W C _ *
- oxox3 kernel gh k*1)
/ .
#fully connection parameters:
32

(32*32*3)*(28*28*6)=14,450,688

ool

#kernel parameters:
32 (6*5*3+1)*6=456 A
3 channels (c) for bias 6 depth (d)

28




B Pooling/subsampling stage

® Nonlinear down-sampling
» Aggregates statistics of local features
» Reduced variance: provides invariance to local transformations
» Reduce the resolution of images through the processing pipeline

max pooling
2x2 filters 6 8
i | | 2 4 and stride 2
5| 6|78 ° B
pooling convolution i
average pooling
312,110 22 filters 325 | 525
and stride 2
| 2 | 3 | 4 2 2




. Fully connected (FC) layer

® For high-level reasoning such as classification and regression
» Often with dropout regularization & softmax output
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The new feature map is the next input

Activations of the network at a partfcirw:jp




a Putting it all together: digit classification

Image

28 x 28
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B Sequence data (language) modeling
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a Sequence data (language) modeling

S = Where are we going

Previous words Word being
(Context) predicted

P(S) = P(Where) x P(are | Where) x P(we | Where are) x P(going | Where are we)




8 N-gram models

Text: “In consciousness studies the consciousness studies are fundamental”

Unigram In consciousness studies the are fundamental
: : consciousness studies . studies
Bigram In consciousness i the consciousness are fundamental
studies the are
" In consciousness consciousness studies the the consciousness consciousness studies are
Trigram . : : : .
studies studies the consciousness studies studies are fundamental

© AIML.com Research




B8 N-gram models: writing a poem




B8 N-gram models: writing a poem




Where is the meaning: word vector
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8 CBOW (Continuous Bag of Words)

Input layer Hidden layer Output layer
target word
great W(t-2) -

Predict

dancer
__-—""FH
oo

W(t+2) -

E3 KN N
\ J
f

Context words Context words

The real goal is not to complete the prediction task, but to learn the useful by-product that emerges
from the process—the word embedding matrix.




. CBOW vs. Skip-gram
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Recurrent Neural Network (RNN)

« Hidden state h; is used to encode the information from all past timesteps
« Use temporally shared parameters.
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@ Train an RNN

C(Y(2)’ Y(3)' Y(4))
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a Bidirectional RNN

« When conditioning on a full input sequence, traversing from both directions can
enhance the temporal dependency




a Long Short-Term Memory (LSTM)

« LSTM is a type of recurrent neural network (RNN) aimed at mitigating the vanishing
gradient problem commonly encountered by traditional RNNs.
» Use special hidden units called the memory cells

forget input output Gradient flow highway
gate gate gate i

£ N Y By e iy
I N VPR W B >




B8 What if MLP for sequence modeling?

Input layer Hidden layers Output layer
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* Fixed input length.
 If input length is very large and growing, this network would become too large.
» The order of sequence data is discarded.

4

Key idea of RNN: input one xi at a time, and re-use the same edge weights.




B Sequence modeling

- Sequential data: language, time series, video, biological sequences...
* The key to sequence modeling is capturing the sequential context (order important)

« Various sequencing modeling tasks

one to one one to many many to one many to many many to many
output
f bt ! A A bt
hidden - Rt - Bt Bt Bt B B Bt B N
f ! A A tt S
input
image classification  image captioning sentiment analysis machine translation video classification

(without RNN)




a Encoder-decoder model

 When applying RNN/LSTM on NLP tasks such as machine translation, we leverage a
structure called an encoder-decoder model (or sequence-to-sequence model).

 The encoder encodes the input sequence into a fixed-length representation, also
known as a context vector or latent space representation.

 The decoder takes over and generates an output sequence based on the encoded
representation.
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T
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( Embedding )

how are you ?
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B Encoder-decoder model

Input
"F&" -> [RNN] -> "&" -> [RNN] -> "AI" -> [RNN]
| I : :
h_1 h_2 h_3 (Context Vector )
I
vV
<S0S> -> [RNN] -> "I"
|
V
"I" -> [RNN] -> "love"
|
V
"Llove" -> [RNN] -> "AI"
|
V
"AI" -> [RNN] -> <EOS>




B Applications

» Machine Translation
* Input: Hello World
- Output: fREFHE57
» Text Summarization
* Input: An article, a paragraph
« Output: A summary sentence
» Chatbots
* Input: How’s the weather
* Output: It's chilly!
» Speech Recognition
* Input: an audio
« Output: text




B Attention mechanism

» The bottolneck of the conventional seg-to-seq model is the context vector
» Solution
« Leverage all hidden states
« Combine the hidden states into the context vector when decoding
= How? Attention!
Look backward and calculate a weight




a Attention mechanism

DECODER




a Attention mechanism

DECODER

<S0S> ----> [ RNN ] Generate the
s_0 first word




a Attention mechanism

---(Query: s_1)------ O B D B D i = S S S S e E D E S e e S S e s s s
I a'_1l, a'_2, a'_3)

"I" Generate the
s_1 second word

---(Query: s_2)------ =======s====s===========c=s=================c===================:
I o1, a''_2, a''_3)

Generate the
third word




B Attention is all you need

atd ';[51“-

Es 2 Attention is all

RNN + attention \ you need.
But with attention, we don’t need RNN!

T
Attention(Q, K,V) = Softmazx( ¢ 1%

Vi
> Query Q =[qq,...,qn], key K = [k4, ..., k,,], value V = [v4, ..., v,]
» Compute weights with each others in the whole sequence

The cat stuck out its tongue and licked its owner
® [ ® o o o o ® o

® ® ® ® ® ® [ L J
The cat stuck out its tongue and licked its owner




Decoder

Output
Probabilities

Add & Norm

Feed
Forward

a From RNN to transformer

!

* Disadvantages of RNN
» Sequential computation of RNN inhibits

Encoder

I

L (~E@mm) ||
parallelization. TFess Attention N
] ] , . orwart } } X
> Not every piece of the input sequence’s context is =
. . 8 f"@.@ Masked
required at every decoding stage for all text Vo a0 Mot Hoad
Attention Attention
production activities. = N s =)
* Unlike RNNs, Transformers do not rely on costonal Ay & () Posttional
Encoding Encoding
recurrence but instead operate on self-attention. Ermbecking Embeqing
I I
Inputs Outputs
(shifted right)

more reading: https://jalammar.github.io/illustrated-transformer/




B Self-Attention in Transformer

* Q,K,V are from the same sequence
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B Cross-Attention in Transformer

K,V are from the decoder outputs
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a RNN vs Transformer

RNN

» Strength: Powerful at modeling sequences (Turing complete).

» Drawback: Their sequential nature makes it quite slow to train.

» Fail on large-scale language understanding tasks like translation.

Transformer

» Strength: Process in parallel thus much faster to train.

» Drawback: Fails on smaller and more structured language understanding
tasks, or even simple algorithmic tasks such as copying a string while RNNs
perform well.

» Requires a lot of memory: nxm alignment and attention scalers need to be
calculated and stored for a single self-attention head.




a Large language models: self-supervision

Autoregressive language
model (e.g., GPT, GPT-2/3)

ABCDE
Model & o e B
illustration Autoregressive
Decoder -
B
<s>ABCD
Training  Predicting what word comes
objective next given previous words
books
r laptop
Example students opened their ' -

A
. exams
eyes

Masked language model (6.9..  Encoder-Decoder (e.g., BART, T5)

BERT, RoBERTa XLM-R)
ABCDE
Pt 244

B|d|rect|onal Bidirectional Autoregressive
<_Encoder < Encoder Decoder
TEEFE FErfd

N3 AB @ ABCD

Corrupting a sequence and then

Predicting masked words given
predicting the original sequence

other words in the sequence

opened students opened their books.

|

students [MASK] their books . their books . students opened




a Large language models for natural language
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Example: generative language model ESM3 reasons
over the sequence, structure, and function of proteins.

Sequence [T
structure [ERERIRRIRRIRR RN <

Functior |58 S

T

ESM3 N

Transformer
Blocks

T

» | Transformer Block
+ Geometric Attention

SSO|
Adousjus ssoin

quence identity
o training set
1.0

Unconditional generated sequences by ESM3 are
diverse, high-quality, and cover the distribution of

natural sequences. (sgignce, 2025) (42

ESMS3 architecture



B Graphs are ubiquitous

« A graph represents the relations (edges) between a collection of entities (nodes)
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a Three types of attributes in a graph

o V Vertex (or node) attributes
o E Edge (or link) attributes and directions
o U Global (or master node) attributes




a Three types of attributes in a graph

V Vertex (or node) attributes

E Edge (or link) attributes and directions

\ U Global (or master node) attributes

Undirected edge Directed edge
—p




a Three types of attributes in a graph

Q&‘IIIIIIIIIIIIIIIIIIIIIIIIIIIQ'

V Vertex (or node) attributes
E Edge (or link) attributes and directions

U Global (or master node) attributes

EERNNNRRNNNNRNRRRRRRRRREREEDY

4
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More reading: https://distill.pub/2021/understanding-gnns/ &R




a Deep learning on graph

Tasks for graph structured data

» Node-level task: e.g. member classification

» Edge-level task: e.g. relationship classification
» Graph-level task: e.g. molecule classification

Existing toolbox is designed for simple sequence or grids
» CNN for fixed-size images/grids
» RNN for text/sequences

Graphs are more complex

» Arbitrary size and complex topographical structure
» No fixed node ordering or reference point

» Often dynamic and have multimodal features




B8 From image to graph

+ l|dea: transform information at the
neighbors and combine it
» Transform messages h; from
neighbors: W;h;
» Add them up:

ZiENeighborhood Wih; e

« Graphs are permutation invariant

No fixed notion of locality

Lattices structure or sliding window




. GNN overview

1. Define a neighborhood aggregation function

I

2 . S
2. Define a loss function on
INPUT GRAPH

the embeddings

3. Train on a set of nodes




8 GNN layer

* Message computation: Each node will create a message, which will be sent to other
nodes ml, = MSG'(h}[1)

- Aggregation: Each node will aggregate messages from its neighbors h, =
AGG*({m!,u e N(v)})

« Classical GNN layer: Graph Convolutional Network (GCN)

Aggregation i

Message "

;I : l
h, =0 (Smn({mu,u € N(U)})) Computation ,/. . .\




Example: structure-based protein sequence design with

ProteinMPNN

A chainA Chain B
ProteinMPNN
\ / Backbone Encoder \ / Sequence Decoder \
| Update |
edges Update
(. A
1
: 3x_ Update 1 -2
nodes 4‘ | |
1 3X1 I
' \/
Input: protein Nodes <! Nodes
backbone gﬁ (c:j;dt(; = > Edges A > Edges
coordinates T
Zeros \ / \
B  Fixed left to right decoding C
T2345|~__
G E=xJ. . ~~ -autoregressive decoding order

ChainA =

ProteinMPNN decoding

3565124

G E

Chain A

~ - fixed amino acids (context)

Iterative
decoding

Probabilities

Sample

- sequence context not used
- sequence context used

Tied across chains

Sequence

Output: protein
sequence

A

32 1]&]2 1[3][Z
B E P EINP
Chain A Chain B Chain C

(Science, 2022)




B Generative modeling

* Generative modeling are designed to learn the underlying distribution of data and generate
new data samples that resemble the original data.

~generated distribution true data distribution
A
P(X
unit gaussian/ (*)
generative
O model .
_ || (neural net) w_[loss|

N image space image space




Types of generative models

GAN: Adversarial / _|Discriminator Generator 1,
o X X — Z X
training D(x) G(z)
VAE: maximize - .| [Encoder -~ Decoder o x!
variational lower bound q¢(z|x) po(x|2z)
Diffusion models:. X0 X - Xo - | Z
Gradually add Gaussian - naluil Rl *--—----r
noise and then reverse




a Generative Adversarial Network (GAN)
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a Variational Autoencoder (VAE)

Normal

Distribution Normal
Distribution




Diffusion models

Add noise
>
p(xo|z1) p(@i-1|z1) p(@i|@es1) p(xr_1|zT)
) @ @ @
\j \j
q(z1|zo) q(e|zi-1) q(Tey1|Te)

Denoise




. Example: AlphaFold3 enables accurate structure
prediction with a diffusion-based architecture

Sequences,
ligands,
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search iz

>
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Template MSA vy
~+— module module
Pai A (2 blocks) (4 blocks) Pairformer Diffusion
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Recycling Diffusion iterations

(Nature, 2024)




Q&A



	幻灯片编号 1
	Outline
	Neuroscience of vision
	Linear filter or convolution 
	Different linear filters for different tasks
	CNN is a neural network containing a convolutional layer
	Convolutional Neural Network (CNN)
	Convolution operators
	Convolution on an image
	Convolution: weight sharing
	Pooling/subsampling stage
	Fully connected (FC) layer
	Putting it all together: digit classification
	Sequence data (language) modeling
	Sequence data (language) modeling
	N-gram models
	N-gram models: writing a poem
	N-gram models: writing a poem
	Where is the meaning: word vector
	CBOW (Continuous Bag of Words)
	CBOW vs. Skip-gram
	Recurrent Neural Network (RNN)
	Train an RNN
	Bidirectional RNN
	Long Short-Term Memory (LSTM)
	What if MLP for sequence modeling?
	Sequence modeling
	Encoder-decoder model
	Encoder-decoder model
	Applications
	Attention mechanism
	Attention mechanism
	Attention mechanism
	Attention mechanism
	Attention is all you need
	From RNN to transformer
	Self-Attention in Transformer
	Cross-Attention in Transformer
	RNN vs Transformer
	Large language models: self-supervision
	Large language models for natural language
	Example: generative language model ESM3 reasons over the sequence, structure, and function of proteins.
	Graphs are ubiquitous
	Three types of attributes in a graph
	Three types of attributes in a graph
	Three types of attributes in a graph
	Deep learning on graph
	From image to graph
	GNN overview
	GNN layer
	Example: structure-based protein sequence design with ProteinMPNN 
	Generative modeling
	Types of generative models
	Generative Adversarial Network (GAN)
	Variational Autoencoder (VAE)
	Diffusion models
	Example: AlphaFold3 enables accurate structure prediction with a diffusion-based architecture 
	幻灯片编号 58

